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Abstract
Chemistry-inspired algorithms represent a novel approach to control
dynamics in networking and communication systems, as well as to generally
perform distributed computations. The benefits of using Chemistry-inspired
algorithms range from the design (i.e., enabling runtime programmability
of mechanisms to control network dynamics) to the analysis (i.e., automatic
fluid model extraction of the implemented mechanism).
Since their novelty, these algorithms have been tested by means of simulations and only recently in real environments: A Chemistry-inspired flow
controller has been implemented in the linux kernel to regulate, at the transport layer, the access of hosts to a shared resource; a Chemistry-inspired
algorithm has been implemented in an embedded microprocessor to directly
control the RF transceiver and manage the interactions among nodes and let
them convergence to a common value (consensus algorithm).
In this paper, we further investigate on the realizability of this novel
class of algorithms and propose a first hardware implementation of them.
We describe a very flexible way of implementing an artificial chemistry for
networking on FPGAs (Field-Programmable Gate Array). The provided
middleware/abstraction can be used to deploy any (Chemistry-inspired)
hardware controller, which is runtime programmable by simply configuring
a few memories.
Keywords: Chemistry-inspired algorithms, Hardware, FPGA, Programmable
dynamics control.
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Introduction
Chemistry-inspired algorithms represent a novel class of algorithms which has been shown to be
promising to control dynamics in networking and communications: In [1], the chemical design
approach has been used to design a rate controller that, lying at the different locations of the
networking stack, guarantees an upper bound of a host’s access to a resource and stabilizes it,
increasing in this way the quality of service experienced by the host itself. In [2], that approach has
been extended to build a distributed flow controller that, at the transport layer, locally controls the
access of hosts competing for a shared resource. In general, importing chemical laws and principles
can be beneficial to perform distributed computation. Works such as [3, 4] exploit an artificial
chemistry (i.e., an hand-made system that exhibits parts of the main features of real chemical
systems [5]) to first find a solution to consensus problems, then to formalize and analyze this
solution, and finally to implement interactions among nodes and let them converge to a common
value, “consensus”.
The benefits from using Chemistry-inspired algorithms range from the design to the analysis:
Designers can refer to, take inspiration from, or even directly make use of patterns that control
living organisms and natural systems. They can further import in the design of algorithms for
networking new/revised techniques derived from Chemistry, e.g. control-theoretic approach
based on sensitivity analysis [6, 7]. The behavior of the designed mechanism can be tuned, or
even completely re-programmed, at runtime by changing the underlying chemical model. This
feature makes Chemistry-inspired algorithms suitable for enabling runtime-programmability of
Internet service provisioning such as flow differentiation, resource sharing (bandwidth/latency
guarantees) in multi-tenant environments [8]–[13], distributed multi-point access to clouds [14],
flow-sharing/multiplexing and congestion control in wireless environments (where ingress/egress
traffic merges in single queues) [15], and control of “malignant” conditions in the access network
(such as bufferbloat) [16, 17, 18]. Once the algorithm has been designed, the related flow model
comes for free thanks to the simple and almost direct relationship between the reactions constituting
the chemical system and its dynamics. The analysis is then an easy task, which is further simplified
by the chance to make use of analytical tools belonging to chemical theory. However, since their
novelty, these algorithms have been tested by means of simulations and only recently in real
environments: A Chemistry-inspired flow controller has been implemented in the linux kernel
to regulate, at the transport layer, the access of hosts to a shared resource [2, 7]; a Chemistryinspired algorithm has been implemented in an embedded microprocessor to directly control the
RF transceiver and manage the interactions among nodes and let them converge to a common
value (consensus algorithm) [4].
Controlling communication and networking systems by means of Chemistry-inspired algorithms means having a virtual dynamical (continuous time) system (i.e., an artificial chemistry)
that evolves over time according to chemical kinetics, and driving accordingly the behavior of
nodes in computer networks, wireless sensor networks, etc.. This entails priority computations
to be performed at run-time. For example, the performance attained in [2], although satisfactory for end-systems, would be very costly when executed on the CPU of a network router with
multiple network interfaces that are served at line speeds. This may require a computational
power that, according to which CPU the dynamical system is implemented in and to the speed
at which events have to be processed, turns out to be unaffordable. Instead, to broadly deploy
Chemistry-inspired algorithms, it is important to harness the computational cost experienced in
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software implementations of the dynamical system.
In this paper, we further investigate on the realizability of Chemistry-inspired algorithms and
propose a first hardware implementation of this novel class of algorithms. We describe a very flexible way of implementing an artificial chemistry for networking on FPGAs (Field-Programmable
Gate Array). The realized platform can be used for any Chemistry-inspired algorithm and protocol,
by simply changing the configuration that defines the driving chemical model. What we obtain is
an abstraction to build, in very low-cost hardware, algorithms for dynamics-control operations.
We show how this work opens the potential programmability of future network interface cards,
routers, switches, and sensors, and practically enables fast high-level and performance-efficient
programmability of tasks pertaining to network dynamics. This can represent a significant contribution also to the research in Software Defined Networking (SDN) [19], where today technologies
like OpenFlow [20] and OpenStack [21] can access/modify parts of a router/node that pertain
to topology creation and configuration, but have no means to control and configure the network
dynamics. Dynamics-control operations are generally challenging because they require a more
frequent control/management intervention than the one required to setup a topology, and imply
a deeper algorithmic complexity (from a programmatic point of view) than the one required to
update lookup-tables and set-up flow filters.
We provide early results obtained from experimentation with Xilinx Spartan-6 XC6SLX9 FPGA.
The used implementation cares about logic utilization optimization rather than computational
performance optimization. Indeed, although the small size of the used FPGA, we were able to
implement a complete artificial chemistry that can deal with and process external events. The
complexity (in terms of number of species, reactions, reactants, and products) of configurable
chemical models is sufficient to create solutions for known networking applications. Moreover, by
simply replacing the FPGA with bigger devices (still of the same family), the range of configurable
chemical models drastically improves. With this platform, we have realized (i) a plug-and-play
module to control the egress traffic of a linux machine (the hardware-implementation of the traffic
rate controller introduced in [1]), and (ii) a three-node wired-network, where nodes converge in
a short time to the average of their initial value (the hardware-implementation of the chemical
consensus algorithm introduced in [3] and used in [4]).

Paper structure
This paper is structured as follows: After having discussed works that relate to this paper, we
introduce Chemistry-inspired algorithms in Sect.1. Then, we explain in Sect.2 the main components
(“cores”) we have created to build these algorithms in hardware, and we complete the explanation
by illustrating in Sect.3 how these components are connected to realize a programmable controller
on a small FPGA-device. We show in Sect.4 how such a platform can be configured to implement a
rate controller for Internet traffic, and to realize a system of hardware devices that distributively
compute the average function. We finally discuss obtained performances, open issues, and possible
impact of this work in Sect.5.

Related works
In networking and communication systems, there is often the need for processing and computing
at high rates. This is attested by the effort spent by the research community (e.g., [22, 23, 8]),
as well as leading companies on the hardware market (e.g., [24, 25]), in finding solutions that
3

M. Monti, M. Sifalakis

Chemical algorithms on FPGA

can be fitted in efficient, tailored processors, or that can even be implemented in hardware. For
example, the traditional forwarding and routing of packets are problems that often imply hardware
implementations, where required decision and action mechanisms are accomplished at high speeds
(line rates) by taking advantage of hardware technology such as FPGAs.
FPGAs have extensively been used for networking tasks due to benefits such as fast time-tomarket, ability to fully exploit computational parallelism, and high processing speed. Nevertheless,
networking functions on hardware remain neither easy to program nor fast to modify (particularly
post-deployment). Although Hardware Description Languages (HDLs), such as VHDL [26] and
Verilog [27], allow modeling, verification and automated synthesis of the digital designs, the
process of hardware designing takes a long time, is laborious [28], and inhibits the implementation
of complex control functions [29].
Motivated by the mentioned difficulties, soft-processors (processors composed of programmable
logic on the FPGA) have frequently been proposed in the last years, see for example [30, 22, 31, 32].
These solutions still rely on FPGA-technology but use a software-based description, by means
of CPUs embedded on FPGAs. Soft-processors are popular because they (i) are easy to program
(e.g., by means of C-Language), (ii) are flexible (i.e., can be customized), and (iii) enable solutions
which include complex decisions and actions. For example, the authors of [33] implemented Rate
Control Protocol (RCP) routers in hardware but still performed the periodic control computations
(e.g., equation-based bandwidth allocation and moving average of round-trip times) in software,
and left to actual hardware implementations only simple tasks such as the time-stamping and the
identification of packets (i.e., identifying whether an incoming packet is an RCP packet). Another
motivation for the success of soft-processors is the fact that most networking researchers are used
to high-level software descriptions and not trained in hardware design [34]. Even for those that
are, packet processing and traffic-control designing in a hardware-description language is time
consuming and error prone [28]. In spite of these attractive advantages, software-based approaches
renounce however to much of the benefits (in terms of accuracy and speed) derived from running
solutions on hardware.
Hardware solutions for traffic shaping
Few research works (e.g., [8, 35]) focus on full hardware implementation and deviate from softwarebased design. An outstanding project (from an academic perspective) for experimentation with
hardware is NetFPGA [36, 37]. NetFPGA is a line-rate, flexible, and open platform for research
experimentation, which uses an FPGA-based approach to prototype networking devices, and allows
users to develop solutions with capabilities (e.g., line-rate packet processing) that generally are not
achievable with software-based approaches.1 Most of the seminal works concerning hardwarebased traffic shaping solutions have used the NetFPGA platform. Although the majority of them
still perform update equations on the software layer of NetFPGA (e.g., [33, 38]), a few works
actually build complete control mechanisms in hardware. For example in [8], NetFPGA hardware
is used to implement (i) a packet pacer that works at the NIC layer and (ii) phantom-queue modules
that are used for Active Queue Management (AQM) purposes. As another example, authors
of [35] presented the design and prototype of a hardware implementation of a packet pacer on the
1 NetFPGA is a Gigabit Ethernet open platform for networking research which has been developed at Stanford
University, consisting of a PCI card with a Xilinx Virtex 2Pro and Spartan 3 FPGAs, SRAM, DRAM and 4 Gigabit Ethernet
ports.
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NetFPGA platform, with the aim of showing the benefit of actively smoothing traffic in small-buffer
networks such as optical packet switching networks.
From a more commercial perspective, Xilinx Inc. offers a common, unified FPGA architecture
that enables “next-generation traffic management” and packet-processing applications with a broad
feature set [39, 24] – i.e., the possibility to have many hierarchical scheduling levels, hundreds
of queues, burst equalization, Random Early Detection (RED) option, per-flow scheduling logic2 ,
per-flow token bucket shaper, and throughput of GBps. Similarly, Intellectual Property Cores
(IPCs) from Altera Corp. assist designers in implementing traffic management FPGA-based
solutions [40, 25]. Their IPC incorporates five levels of scheduling to enable the implementation
of hierarchical QoS and flexible queue configuration and mapping, and it offers the possibility to
work with more than one queue, with different shaping algorithms3 and with different scheduling
algorithms. Finally, Lattice Semiconductors Corp. produces low cost, low power FPGA-technology
with a Traffic-Management-specific IPC [41].
Hardware for Nature-inspired systems
In the context of Natural Sciences4 (e.g., simulating observed phenomena, as well as solving complex problems and performing distributed computations through Nature-inspired mechanisms),
research activity has mainly relied on software-based solutions.
There exist only few Nature-inspired hardware-based solutions, although Nature-inspired approaches (which encompass usually basic subsystems interconnected via simple rules and actions)
exhibit features such as the inherent processing parallelism that resemble hardware systems. One
example is Artificial Neural Networks (ANNs) implemented on FPGAs, e.g., [42, 43, 44]. ANN
are massively parallel computation systems that are based on simplified models of the human
brain. Their complex classification capabilities, combined with properties such as generalization,
fault-tolerance and learning make them attractive for a range of applications not possible with
conventional computational approaches (e.g., video motion detection, hand-written character
recognition and complex control tasks). In this context, FPGAs combine programmability (although
this results in an intrinsic overhead and thus a limited logic density of FPGAs) with the increased
speed of operations associated with parallel hardware solutions. Other examples of Bio-inspired
systems on FPGAs can be found in [45, 46, 47], where Cellular Automata systems are implemented
on FPGAs. Cellular Automata are a noteworthy candidate among parallel processing alternatives
(e.g., for public-key cryptography, error-correction coding, image processing) and for simulating
natural phenomena (e.g., moving wave patterns on living organisms’ skin, gas and fluid dynamics, complex behaviors such as recognition and learning); they are characterized by simplicity,
parallelism and distributiveness.
Unfortunately, to the best of our knowledge, no hardware-implementations of artificial chemistries
are available at the moment. For this reason and motivated by the clear need for high-speed processing in “next-generation” networks, we have developed a hardware platform where Chemistryinspired mechanisms can be easily implemented and then used to control networking and communication systems’ dynamics.
2 Round

Robin (RR), Weighted Round Robin (WRR), Weighted Fair Queuing (WFQ), and others.
bucket or leaky bucket.
4 With “Natural Sciences” we mean branches of science dealing with the physical world, i.e., Physics, Chemistry,
Geology, and Biology.
3 Token
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1

Chemistry-inspired Algorithms (CAs)

Chemistry-inspired Algorithms (CAs) refer to a class of statistical algorithms whose logic is described and implemented as a chemical reaction network. Inputs, outputs and internal states
are represented by concentrations of molecular species and their mathematical relationships are
represented as reaction rules that are subject to chemical kinetics (roughly, the law of mass action,
and conservation principles).
The attractiveness of CAs lies in the following properties:
• CAs enable/leverage system robustness, i.e. the ability of the system to maintain its functionalities in the presence of perturbations, stresses, or errors. This is because CAs approach
computation from a dynamical-system perspective [48]. Formally, robustness is the ability of
the system to find the attractor when perturbed from the current trajectory. This happens if
the perturbation maintains the basin of attraction. Solutions of CAs are steady states with
large basins of attraction [49]. Perturbation move the system a small distance in its state
thanks to stoichiometric rules that force the system to move by “small steps” only. Traditional
computational systems instead exhibit usually small basins of attraction, such that any perturbation is likely to move the system to a different basin, hence to a different attractor, resulting
in a different (wrong or, at least, not predicted) computation/result [48].
• CAs are statistical algorithms with a deterministic average behavior. At a “microscopic”
level the individual computations (reactions) occur stochastically and concurrently, while the
macroscopic (collective) effects of the entire algorithm have a deterministic average tendency.
This means that the algorithm can avoid deadlock conditions (even when the inputs are not
synchronized).
• The internal operations and resulting dynamic behavior of CAs is governed by (chemical)
kinetics. Abiding to these laws confines programmatic arbitrariness (which in some cases is
seen as lack of flexibility) but renders the behavior of the system mathematically tractable.
As a result, the design of CAs is tightly coupled with accurate mathematical models whose
study and analysis leverages the design process itself. This contrasts with current practice
of deriving a-posteriori models for already implemented algorithms that can describe only
approximately the algorithms’ empirical behavior.
Although a substantial amount of work in the last decade has aimed at establishing and
formalizing the chemical metaphor as a computational and programming model [50]–[59], the
use of CAs for solving practical application and networking problems has only recently started.
Application domains particularly well suited for CAs include the design of dynamical computing
systems, distributed information processing mechanisms, and control functions. For example, [60]
relied on Chemistry-enabled dynamics to leverage adaptive service coordination of tuple-spaces.
[61] proposed the chemical metaphor in active networking as a means for synthesizing distributed
functions under the bias of network conditions. More recently, in [62], the chemical metaphor
provided the algorithmic means to evolve in time workflows in Service-oriented Architecture
(SoA).
We are interested in the use of CAs to define networking mechanisms and control functions
in software and hardware alike, without having to write code! Our prior work has successfully
applied CAs to solve practical networking problems such as distributed consensus tasks for sensor
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networks [63, 3, 4], traffic control in networks [64, 7, 2, 1], while there is ongoing work on the use of
CAs for Active Queue Management (AQM).
In the reminder of this section, we examine four key aspects of CAs that allow introducing the
concepts required to understand the main contribution and motivations of this paper.

1.1

Representation of Chemistry-inspired algorithms

Rather than relying on flow diagrams to describe a sequential logic, CAs are better represented by
drawing chemical reaction networks among molecular species. The species represent the algorithm’s
inputs, outputs, and internal state variables. Whereas, a reaction network diagram (i) encodes the
dynamics of the system into reaction parameters (reaction coefficients and reactant stoichiometric
coefficients), and (ii) captures the causal relationship between system’s state-variables (reactants
and products). Formally, a reaction is a rule r that operates according to a given equation whose
general form is as follows:
r∈R:

kr

∑ αr,s s → ∑ βr,s s

s∈S

(1)

s∈S

where S is the set of molecular species that may appear in a reaction network, R is the set
of reaction rules specifying how the molecules interact, kr is a constant parameter (known as
reaction coefficient) that contributes to regulate the average rate at which reaction r occurs (see
later), whereas αr,s is the number of molecules of species s consumed by reaction r (known as
stoichiometric reactant coefficient) and β r,s is the number of molecules of species s produced by
reaction r (known as the stoichiometric product coefficient). Basically, the above equation states
that reaction r replaces αr,s -amount of molecules s to produce β r,s -amount of molecules s with an
average rate controlled by kr .
For example, we can describe a traffic control algorithm that is very similar to the traditional
token bucket scheme by means of the reaction diagram in Fig.1. The queue service policy is
non-work-conserving – the queue is not served as fast as possible with a rate vtx that matches
the enqueueing rate λ. Instead, a chemical reaction network regulates the departing process of
data-packets, i.e. vtx = vout . Specifically, for each enqueued packet (or certain amount of bytes)
a molecule of species S is created. The dequeueing and transmission of a packet is authorized
by the execution of reaction r2 , namely the production of a molecule P. The service process is
thus regulated by an automated token-bucket scheme, which is constituted by reactions r1 and
r2 , formalized in (2). According to reaction r1 , the consumption of S-molecules is subject to the
presence of E-molecules, which embody authorizing tokens. The refilling of tokens is automatic,
realized though reaction r2 , which consumes ES-molecules to produce E-molecules.
Two further aspects of the chemical representation are important: (i) There is a direct connection
between a chemical reaction network and a state-space description of a dynamical system. The
advantage offered by the chemistry-inspired representation is that we design a system by thinking
directly in the state-space (choosing system variables of interest and defining the relationships
among them). By contrast, traditional mindset for engineering control systems requires first to work
with a signal flow representation (define system inputs, then seek components that manipulate these
inputs towards the desired outputs), and then extract a state-space model that reveals important
variables and their interactions, which are used to study and implement the system. (ii) CAs
are close to software programming as a chemical reaction network expresses a logic that directly
involves states, variables and their manipulations. However, there is a substantial difference with
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vtx

λ
queue/server

S

k1

ES

k2

vout
k

P

1
r1 : S + E −→
ES

(2a)

2
r2 : ES −→
E+P

(2b)

k

E
chemical dynamical system

(a) System

(b) Reactions

Figure 1: Enzymatic traffic rate controller. The reaction model regulates the queue service guaranteeing
(i) the respect of a prefixed, adjustable threshold of the service rate, and (ii) smooth burst-free dynamics.

a high-level programming language – signal operations are the only possible manipulations of
variables and states. This represents an advantage in control system design, as we discuss in the
following two sections.

1.2

Operations and dynamical Aspect in Chemistry-inspired algorithms

The dynamics of chemical reactions (when which reaction occurs) are described on average by the
Law of Mass Action (LoMA). The LoMA essentially states that the average rate vr (t) of occurrence
of a chemical reaction r ∈ R is proportional to its reactant concentrations [65]:
vr (t) = kr ∏ cs r,s (t)
α

(3)

s∈S

where cs (t) denotes the amount of molecules (approximatively the molecular concentration) of
reactant species s at time t, and kr is the constant of proportionality between concentration and rate
(a coefficient that controls the speed of the reaction).
The LoMA plays the main role in the functioning of CAs: LoMA couples the state and the
dynamics of the system. For example, in the enzymatic scheme, which differs from the token-bucket
scheme in the fact that the tokens are re-used and rotate in the loop, the control loop is feasible
thanks to the strict relationship between the current state of the system (how many transmissions
have been performed and how many packets await in the queue) and the rate of the output reaction
(at which speed tokens authorize transmissions). By contrast, a work-conserving discipline would
cause the tokens to loop infinitely fast, and the mechanism would not serve to limit the traffic. The
other main principle behind the automatism of the control loop is the mass-conservation principle.
The total sum of molecule concentrations along a loop remains constant, if (i) the total number
of molecules consumed by reactions along the loop is equal to the total number of molecules
produced, and (ii) all concentrations along the loop are altered only by reactions involved in this or
another loop. In the enzymatic scheme the number of tokens cE + cES = e0 is conserved.
The LoMA leverages stable attractors [63]: Expressing a traffic control algorithm in terms of
molecules (queues) and reactions (LoMA-triggered servers) leads to smooth transitions, because
a single packet only contributes to a small transition in state space (see Sect.1.3). For example,
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the enzymatic control algorithm, like almost all other CAs, exhibits a low-pass filtering behavior.
This means smooth, burst-free dynamics that make such an algorithm more suitable to operate in
non-steady traffic conditions, such as the common Internet traffic’s conditions.
Note that, in the chemistry-inspired description of a system, we do not directly encode the
dynamic behavior of any individual system component. Rather, the dynamics emerge thanks to
applied chemical kinetics (roughly, the law of mass action) and influence all algorithm variables
(amount of molecules of species) alike.

1.3

Modeling and Analyzability of Chemistry-inspired algorithms

Every high-level programming language that is very expressive and flexible allows a high degree
of arbitration. This can mislead programmers to develop very complex systems and algorithms
(and who very often choose either to ignore entirely modeling and analyzability, or to set them as
a secondary priority, in the name of performance optimization). Thereafter, any effort to model
the dynamic behavior of these algorithms, in order to study their dynamic behavior, is going to be
tedious, full of approximations, and often analytically intractable.
By contrast in CAs, the dual relationship between state and dynamics implies that every CA
implements a mathematically accurate and analyzable system, whose analysis and design can be
leveraged using signal theory and control theory tools.
For example, because the enzymatic controller is governed by the LoMA, we can easily extract
from the reaction set (2) the fluid model that describes the system behavior as a set of ODEs:
ċ(t) = Ξ · v(c(t)),
where Ξ is the stoichiometric matrix that describes the reaction network topology,5 and v =
[v1 , . . . , v|R| ]T is the the reaction rate vector that combines reaction coefficients and concentrations
according to (3). Specifically, the enzymatic controller is describable as


 
c˙S (t)
−1 0
 c˙E (t)  −1 1

=
cES
˙ ( t )   1 −1
c˙P (t)
0
1


1
0
 · [k1 cS cE k2 cES λ] T
0
0

(4)

where k2 cES = vout (= vtx ).
By studying the enzymatic controller at steady states (by solving (4) with respect to species concentrations when the left-hand side is set to 0), it is easy to show that the steady-state transmission
rate v∗tx matches the load λ in case λ < e0 k2 (see [66] for analytical steps):
v∗out = λ

( λ < e0 k 2 ) .

On the contrary, when the load is too high with respect to the pre-definable limit e0 k2 , the expected
dynamics of the enzymatic controller can be described by the well-known bio-chemical MichaelisMenten law:
cS
∗
( λ > e0 k 2 ) .
vout
= k2 cES = e0 k2
(k2 /k1 ) + cS
.
stoichiometric matrix has elements [Ξ]sr = β sr − αsr that define which species s and how many α molecules of
that species are consumed and which s and how many β molecules of that species are produced by a certain reaction r.
5 The
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This law announces that, even for the limit case cS → ∞ (i.e. very high quantity of enqueued
packets), the rate of r2 -reaction assumes the finite value v2 = e0 k2 (i.e. the queue service rate is
bounded to the pre-definable value e0 k2 ).
The transient behavior and sensitivity of the enzymatic controller can be fully analyzed in the
frequency domain. Its response to arbitrary perturbations of inputs (i.e. rate λ at which packet
are enqueued) and of parameters (e.g., reaction coefficients and initial molecular concentrations)
can be exactly predicted (for further details please refer to the sensitivity analysis introduced in
[6] and specifically applied to the enzymatic controller in [66]). As a result, we have guidelines to
calibrate the enzymatic controller in order to satisfy certain performance requirements: the product
e0 k2 = vmax fixes the maximum value that the rate vtx can assume; coefficient k2 can be used to
regulate the cut-off frequency of the controller. The controller’s output rate is free from bursts and
spikes, and the filtering level is adjustable through the reaction coefficients.
Another way to analyze and understand CAs is by means of queueing theory. This means
queueing theory complements control theory tools and becomes practical for the analysis of the
micro-behavior of the system. A molecular concentration may be seen as representing a (virtual)
queue and a chemical reaction network as a networks of interacting queues. For example, by
applying queueing theory to queues S, E and ES in Fig.1, we can study stationary features of
an Enzymatic-controlled traffic flow. There is however a substantial novelty derived from the
chemical approach. In traditional practice of queue-theoretic modeling, we assume a certain model
of the service process so as to factor out the complexity of the process itself. By contrast, with
CAs we can profile independently the service process. That is, the micro-level pattern/model of
the arrival process (e.g., Poisson-like process arrivals) does not affect the service process, which is
instead independently defined by chemical kinetics (e.g., transmissions at exponentially distributed
random times with parameter LoMA-based on k2 , cES ). At the same time, we can actually prescribe
the modulating effects that, at the macro-level, the arrival process has on the departure process as
part of the system design. For example in the enzymatic system, when there are sufficient available
tokens (for λ < e0 k2 ), the departure process of packets has an average rate vtx that is modulated by
the average enqueueing rate λ.

1.4

Implementing Chemistry-inspired algorithms

Since the chemical representation of a CA through reactions is essentially a state-space representation of a dynamical system, we can generate directly from the reaction-network (graphical)
representation a continuous-time implementation, which essentially executes the algorithm by computing the underlying model. This is quite different from the traditional approach, which resorts
to approximated discrete-time program implementations that update state-variables at discrete
intervals. In this way, we can avoid problems such as information loss, signal accumulation and
possibly, consequent instability.
Specifically to implement CAs, we need to continuously run a background reaction algorithm A
that defines how and when reactions are applied, namely that reproduces a mass-action system.
When CAs are run on CPUs, the algorithm A is generally an enhanced version of the original
stochastic simulation algorithm proposed in [67]. In previous works on CAs for communications
and networking, the algorithm A was a variant of the more recent Next Reaction Method by Gibson
& Bruck [68]. Figure 2 briefs the main steps of the algorithm A as used in [49, 4, 2, 3].
Continuous-time system implementations (which accurately executes the model) are however
computationally expensive. Incidentally, the performance of real-world experiments we described
10
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Figure 2: Reaction algorithm for CAs: how to reproduce mass-action systems on CPUs. The variable t reflects
the current (virtual chemical) time. Molecular species represent mere counters; changing the number of
molecules implies to decrement all those counters related to the reactant-species (species appearing in (1) on
the left-hand side of the arrow) and to increment all those counters related to the product-species (species
appearing in (1) on the right-hand side of the arrow).

in [2], which were satisfactory for end-systems, would be very costly (even prohibitive) for executing
on the main CPU of a network router with many network interfaces, trying to serve all of them at
their line speeds.
In this work, we stick to the continuous-time nature of algorithms and try to mitigate the
computational penalty by turning to hardware implementations. As we will see in the following
sections, we succeeded in the tedious task of mapping a model-level algorithm logic to a closeto-hardware program, and we achieved a triple-fold profit: (i) a substantial improvement in
performance, (ii) a simple high-level expression of the CA as a (drawing of a) chemical reaction
network, and (iii) a runtime programmability even on hardware.
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2

Chemistry-inspired algorithms on FPGA

We aim at a middleware/abstraction that enables configuring Chemistry-inspired mechanisms and
control functions, which are implemented on FPGAs.
Conceptually, FPGAs can be considered as an array of Configurable Logic Blocks (CLBs) – also
referred to as “slices” or “logic cells” – that can be connected together through a vast interconnection
matrix to form complex digital circuits. The two basic components of CLBs are Flip-Flops (FFs) and
Look-Up Tables (LUTs). FFs are binary registers used to synchronize logic and save logical states
between clock cycles within an FPGA circuit – on every clock edge, a FF latches the 1 or 0 (true or
false) value on its input and holds that value constant until the next clock edge. LUT-memories
allow registering the combinatorial output of the CLB – any combinatorial logic (ANDs, ORs,
NANDs, XORs, etc.) is implemented as truth tables6 within LUT memory. Other main components
of FPGAs are the I/O blocks, which allow the circuit to access to and be accessed from the outside
world. Fig.3 outlines the main components of the FPGA-technology.
Once an FPGA is configured, the internal circuitry is connected in a way that creates a hardware
implementation of the desired task. Unlike Application Specific Integrated Circuits (ASICs), which
are integrated circuits customized for a particular use with fixed hardware resources, FPGAbased systems can literally rewire their internal circuitry to allow reconfiguration after the system
is deployed. Thus, FPGA-technology allows us to “program” (Chemistry-inspired) controllers
on the fly. Besides the possibility to update the functionality and to re-configure a portion of
the design, the FPGA-technology has also the advantage of substantially lower engineering costs.
Nevertheless, for huge production volumes, the framework we propose here can be used to produce
customized integrated circuits, with benefits in terms of speed and energy consumption. We do
not use Complex Programmable Logic Devices (CPLDs) because of the limited logic resources,
not sufficient to implement complex AC s, and again because of the reduced flexibility of postdeployment configuration.
The function of the FPGA is defined by the user; the design is either programmed semipermanently as part of a board assembly process, or it is loaded from an external device each time
the FPGA is powered up. A user’s design is implemented by specifying the simple logic function
for each CLB and selectively closing the switches in the interconnect matrix. Each CLB combines a
few binary inputs (typically between 3 and 10) to one or two outputs, according to a boolean logic
function specified by the user.
The actual hardware design is defined via a textual hardware description language code (or by
drawing schematic diagrams) which is then translated in places and routes. The design process is
simplified by the use of more complex functionality-macros, made of arrays of CLBs (e.g., adders,
multipliers), which provide common circuits, optimized for speed or logic utilization.
The programmability by the user of Chemistry-inspired mechanisms stems from the configuration of part of the FPGA. This simply means configuring memories that store values of (i) molecular
concentrations, (ii) stoichiometric coefficients, and (iii) reaction-rate coefficients. The rest of the logic
resources is instead semi-permanently programmed and used to (i) perform arithmetic operations
in order to quantify the propensity a of reactions, (ii) realize timers in order to materialize chemical
kinetics (i.e., let each reaction occur at the right time according to the LoMA), and (iii) realize the automated update of molecular concentrations, according to reactions (to stoichiometric coefficients)
and at times defined by chemical kinetics (by reaction-rate coefficients).
6A

truth table is a predefined list of outputs for every combination of inputs.
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Figure 3: Main components of the FPGA-technology (Figure inspired to a picture in [69]).

We have directly used the basic building blocks as provided by FPGA manufacturers (i.e.,
Xilinx’s IPCs [70, 71]). We thus focus only on the missing basic components to realize CAs, without
explaining in detail the implementation of adders, multipliers, and other basic operator IPCs we
have used (e.g., ripple carry array, row adder tree, carry save array, LUT, etc.). Still, we discuss their
main features that are relevant to our design choices.
As we mentioned, CAs run by continuously executing an underlying continuous-time dynamical system, i.e., a chemical model called “Artificial Chemistry” (AC ) [5]. Three main components
define an AC : species S , reactions R, and algorithm A. We first describe the structure of the
chemical model (i.e., we introduce S and R) in Sect.2.1, and then describe how chemical dynamics
are imposed on the model (i.e., how the mass-action scheduler A is described via logical functions)
in Sect.2.2.

2.1

Defining the structure of the chemical model

To run an AC we need to monitor its state, i.e., the species’ state (the amount of virtual molecules of
each species). Thus, we need registers (one for each species) that, once initialized, keep track of the
run time number of corresponding molecules. To this end, we require a Random Access Memory
(RAM) that has as many entries as the number |S| of species in the AC , each of them having a
reasonable number of bits to store a sufficient (limited) amount of molecules. For example, if we
want to keep track of 8 species with a limited concentration range (possible number of molecules)
between 0 and 255 molecules, we should use 8 times 8 FFs connected in cascade. Alternatively, we
could take advantage of a part of the block RAM embedded in most of available FPGAs.
Reactions define via the stoichiometric matrix how species interact, i.e., how the RAM latching
concentrations (c-RAM) is updated. This matrix is specified by the user and remains unchanged
during the runtime evolution of the AC , unless the user configures it differently. For example, the
stoichiometric reactant coefficient αr,s represents the amount of molecules of a certain species s
consumed by a reaction r.7 In the implementation of an AC in hardware, we simplify the meaning of
this coefficient by allowing it to assume 1 (the species s is a reactant of reaction r) and 0 (the species s
7 In

the following, we refer to reactants only. The same argumentations, and thus implementation-schemes, are valid
for implementing stoichiometric product coefficients β r,s too – the subtraction is simply replaced by an addition.
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Figure 4: How to implement the stoichiometric reactant coefficient in hardware – species concentration
update only. These are simplistic schemes where one reaction r and one species s (maximum number of
molecules =15) are considered. (a) Scheme that allows a species to represent a 1st -order reactant (αr,s = 1).
(b) Scheme that allows a species to represent a 2nd -order reactant (αr,s = 2 ↔ αr,s0 = αr,s00 = 1).

is not a reactant of reaction r) values only. In this way, we can implement the stoichiometric reactant
coefficient as a simple 1-bit signal that enables or disables the subtraction of “1” from the register of
the concerned species (i.e., the bank of FFs, representing a single location of the c-RAM). Fig.4(a)
outlines such a scheme for a single reaction r and a single species s, whose concentration (amount
of molecules) can be any integer value in the range [0, 15]. The 4 FFs constitute the cascaded 4-bit
register for latching the species concentration value (highlighted by the gray area at the bottom
of Fig.4(a)). The state of this register is modified by the subtracter-module, which decrements the
species concentration by one molecule each time it is enabled via en-port. The subtracter’s inputs
are (i) the species concentration (a3 . . . a0 ), which is read from the 4-bit register, and (ii) the fixed
value “0001” (=b3 . . . b0 ) representing the one molecule to subtract. As we have mentioned, the
operation of the subtracter is triggered by a non-zero signal on the en-input. This happens only
when the stoichiometric reactant coefficient αr,s is set to one (in the scheme, the switch is set to
Vcc-position, as depicted in Fig.4(a)), because of the AND-gate. The actual triggering signal is the
other input of the AND-gate – the single-bit signal exeReact flags the execution of the reaction r
by staying at high level for a clock-cycle (see the signal clk) as soon as reaction r is executed. In
that case the output of the subtracter is then o3 . . . o0 = a3 . . . a0 − b3 . . . b0 .
For a reaction r that consumes n molecules of the same species s at once (species s is an nth order reactant of reaction r), we have multiple (n) simplified stoichiometric reactant coefficients
concerning the same species. Again, each of these stoichiometric reactant coefficients enables the
subtracter-module, which subtracts one from the register (i.e., a specific location of the c-RAM)
of the concerned species. Fig.4(b) outlines the scheme for a single reaction r and a single species
s, which can be at most a 2nd -order reactant. Differently from the previous scheme, in Fig.4(b)
there are two switches for the two stoichiometric reactant coefficients αr,s0 and αr,s00 , both related to
reaction r and species s. The enabling of the subtraction is dependent on the position of these two
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switches: when both are set to Gnd, the input of the OR-gate is zero, and thus its output is zero too,
disabling in this way the subtracter-module. On the contrary, when one of the two switches is set
to Vcc, the subtracter is enabled (the OR-gate has at least one high-valued input). The triggering
of the subtraction-operation again relies on the exeReact-signal. In this scheme however, the
subtraction can be triggered twice when αr,s0 and αr,s00 are both set to one (as depicted in Fig.4(b)):
The delay-module (D-module) delays pulses on exeReact-signal by x clock’s cycles. This means
that, as soon as reaction r occurs, the signal on the subtracter’s en-input is high for one clk-cycle,
low for x clk-cycles, and then again high for one clk-cycle. This makes the subtracter remove
twice the value “0001” from the concentration register of species s, each time the reaction r occurs.
The x clk-cycles delay must be sufficient to cover the latency of the subtracter-module, which
depends on the way the subtracter is implemented. The subtracter module embeds a whole logic
to perform a subtraction (addition). For this reason, a certain time elapses from when the en-signal
is applied to when a valid output is available. For example, the latency introduced by a simple
n-bit “ripple carry adder” is 2n times the gate delay, or n times the gate delay in the case of carrypropagation optimization as proposed in [72] (see also [73] for further details). The adder’s latency
can be reduced to one clk-cycle by parallelizing the logic at the cost of a higher utilization of CLBs
and thus of the FPGA (this represents a design choice during the placing and routing phase).
We can extend the explained mechanism to enable updating many species. For example, the
scheme in Fig.5 implements the update of multiple species concentrations – it includes a reaction r
and a set of three species S = {S1 , S2 , S3 }, and gives the user the chance to define three reactants.
The concentration of the three species is stored as a 4-bit number in three registers (the c-RAM
is made of 3 locations of 4 bits each). Depending on stoichiometric reactant coefficients, these
concentrations are possibly updated by subtracters once the reaction r occurs – these subtracters
are enabled by the triggering exeReact-signal and by the stoichiometric reactant coefficients.
For example in Fig.5, S3 -species represents a 2nd -order reactant of the reaction r and S2 -species
a 1st -order reactant, whereas species S1 is not a reactant. Once the reaction r occurs, the 2-bit
down-counter enables sequentially the three “stoichiometric decoders” (the decoders in the topright gray area). Because the inputs of two out of the three stoichiometric decoders are “11” and
of the remaining decoder are “10”, the S3 -related subtracter is enabled twice and the S2 -related
subtracter is enabled once. Differently, the subtracter related to species S1 is never enabled (because
no stoichiometric decoder has inputs “01” and thus outputs “0010”, which instead would enable
the subtraction of “0001” from S1 -register). Once the 2-bit counter has reached the stable state
“00”, the directly-connected decoder produces “0000” as output until the reaction r fires again and
thus disables all subtracters for the whole reaction interval. Subtracters are also disabled when
stoichiometric coefficients are set to “00”.
In the example in Fig.5, we have assumed that the subtracters have unitary latency and thus
that no delay between updates of the same species is needed. In reality, the 2-bit counter is replaced
by a n-bit counter. Then, by taking LSB and MSB bits of the counter, we enable an arbitrary
interval between subtractions in the same species. Furthermore, in the example we have assumed a
maximum of three reactants. Instead, by having y as a maximum possible number of reactants, we
have a (log2 y)-bit counter instead of the 2-bit counter.
We can interpret the stoichiometric matrix as a memory. Reactant and product coefficients
are stored in pseudo Read-Only Memories (ROMs) – memories that are not written during the
normal execution of the AC but that can be modified by the users in the configuration phase
(even at run-time). Each location contains the address of the concentration register for the species

15

M. Monti, M. Sifalakis

Chemical algorithms on FPGA

αr,S�3 11

Stoichiometric
Reactant
Coefficients
2-bit down-cnt
D Q
_
SQ

exeReact

D Q
_
SQ

a1
a0

o3
o2
o1
o0

αr,S��3 11

αr,S210

a1 a0

a1 a0

a1 a0

o3 o2 o1 o0

o3 o2 o1 o0

o3 o2 o1 o0

clk

0001
a3 . . . a0
en
RDY

-

0001

b3 . . . b0

a3 . . . a0
en
RDY

sub/add

o3 o2 o1 o0

DQ

DQ

DQ

-

0001

b3 . . .b0

a3 . . . a0
en
RDY

sub/add

o3 o2 o1 o0

DQ

DQ

DQ

DQ

sub/add

o3 o2 o1 o0

DQ

s1-register

s2-register

-

b3 . . . b0

DQ

DQ

DQ

DQ

s0-register

Figure 5: How to generally implement the stoichiometric reactant coefficients in hardware – species concentration update only. The scheme includes one reaction r and three species S1 , S2 , S3 (maximum number of
molecules =15), and it allows three reactants or lower order reactants – with the shown configuration of αr,s
we have r : 2S3 + S2 → . . . .

in question, i.e., the right location of the concentration RAM. Each reaction with n reactants (or
products) calls for n locations in the ROM. As a results, the two stoichiometric reactant and product
ROMs must have n times |R| locations, where |R| is the total number of reactions. For example,
referring again to Fig.5, we have that the stoichiometric reactant ROM is made of 1 times 3 locations
(=1 reaction with the possibility to have 3 reactants) of 2 bits each (=possibility to address 4 species).
The scheme in Fig.5 reproduces a mechanism where stoichiometric coefficients enable sequentially the concentrations’ update. However, we have to perform sequentially only multiple updates
of the same species (because we need to access the same register). Instead, we can update in parallel
multiple species at the same time (because we access different registers). That is, we can improve
the scheme in order to make the update of 1st -order reactants parallel. To this end, the scheme
should include also “stoichiometric decoders” that are directly enabled once the reaction occurs
(i.e., the exeReact-signal feeds directly the AND-gates at decoders’ outputs, without passing
through the down-counter). These decoders must be configured with different coefficients as inputs.
We can thus imagine a parallelized structure as shown in Fig.6.
In Fig.6(a), the stoichiometric table α of reactants is dimensioned by reaction (1D), by reactant
(2D), and by reactant coefficient/order counter (3D). That is, within each indexed reaction record
at the 1st-level, there is a sub-indexing of a maximum number of independent reactants. In turn,
within each indexed reactant at the 2nd-level, there is another sub-indexing of records that can store
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we have r : 2S3 + S2 → . . . .
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a reactant species’ address (active) or zero (inactive). When these 3rd-level records hold duplicates
of the reactant species’ address, the number of active records enumerate the respective reactant
coefficient (reactant order). At least one active record implies a 1st-order reactant (with reaction
coefficient 1x), which activates the nesting (2nd-level) indexed reactant position and in turn the
outermost (1st-level) indexed reaction record as well.
As seen in Fig.6, the structure of the stoichiometric tables reflects the fact that processing for
each indexed reactant (2nd-level) takes place in a separate Hardware Logic Slice (HLS) – vertical
arrangement. HLSs can be engaged in parallel in computations, such that reactions that involve
1st-order reactants (e.g., S1 + S2 + S3 → . . .) can be processed in parallel in a single step.
The number of active address-records at the 3rd-level, encoding the reactant order, enumerates
how many processing steps are required to complete updating the reactant state during the
execution of the reaction. For example (refer to Fig.6(b)), a reaction of the sort r : 2S3 + S2 → . . .
is computed in a number of steps that reflects the reactant order (S3 + S2 ) + (S3 ) → . . . ; the
concentration of S3 is reduced by 2 in two steps, and respectively the concentration of S2 by 1 in
one step.

2.2

Defining the dynamics of the chemical model

After having looked at the structure of the AC , we have to focus on its dynamics. We have to realize
a distributed/parallel mass-action scheduler that, like the reaction algorithm A for CPUs, enforces
on the system the typical dynamics of a chemical reaction network.
According to the mass-action principle – see (3) – the scheduling time for each reaction (next
reaction time) is given by the reciprocal of the (simplified) reaction propensity ar , namely the
product between reactants’ concentration and reaction coefficient:


α
tr = 1/ar = 1/ kr ∏ cs r,s (t) .
s∈S

We thus require another bank of registers to store the |R| reaction coefficients, i.e. a pseudo
ROM-memory with contents defined by the user during the configuration of the AC .
What is also still missing is part of the functionality that the stoichiometric reactant pseudo ROM
has: selecting which species influence the scheduling of a certain reaction r. The implementation
of this is similar to what we have shown previously for updating the species’ concentration. The
scheme in Fig.7 completes the one in Fig.5 – each stoichiometric decoder drives the select-inputs
of a decoder. Based on that, the multiplexer forwards the related 4-bit concentration (for inputs
s3 . . . s0 = 1000 it forwards the value of the s2-register, for s3 . . . s0 = 0100 the value of the s1register, and for s3 . . . s0 = 0010 the value of the s0-register) or the fixed value “1111” (for inputs
s3 . . . s0 = 0000). In the example, we have that S3 -concentration is carried by two out of the three
output-busses, and S2 -concentration is carried by the remaining output-bus (S1 -concentration is
not read from s0-register at all).
Again we can parallelize the scheme and deal with different species independently, see Fig.8.
As for the concentration update, shown in the previous section, we use the information from the
reactant stoichiometric table to index across HLSs and decoders.
α
Outputs of each HLS feed the multiplier for computing the power of each reactant cs r,s (e.g. c2S3 ),
and the combined outputs across HLSs contribute to computing the product of reactants’ terms
αr,s
∏ cs (e.g. c2S3 cS2 ). To compute the propensity, these values, alongside the reaction coefficient kr ,
s∈S
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Figure 7: How to generally implement the stoichiometric reactant coefficients in hardware – speciesconcentration selection for reaction-time computations. The scheme includes one reaction r and three
species S1 , S2 , S3 (maximum number of molecules =15), and it allows three reactants or lower order reactants
– with the shown configuration of αr,s we have r : 2S3 + S2 → . . . .

are input to a logic module for multiplication. Depending on the required trade-off for logic density
versus computation speed, this operation can be performed by a single multiplier in Nr × max { ar,s }
time steps (Nr being the maximum possible number of reactants, and counting in the additional
multiplication by kr , and max { ar,s } the maximum order a single reactant can have), or by up to Nr
parallel scaled-multipliers in as less as max { ar,s } time steps.
It is possible to define fewer stoichiometric reactant coefficients than the maximum provided
for. If a αr,s -coefficient is set to “00”, the related decoder selects and forwards the fixed value
“1111”, which is the identity element of the multiplication required to calculate the propensity. If
none of the αr,s -coefficients is set (αr,s = 00 ∀ s) then all the three output busses carry “0000”, thus
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the calculated propensity will be zero too (because of the joint action of the NAND-gate and the
“output AND-gates”).
Implementing timers in hardware is a very simple, economic task. Timers are registers (n-bit
register = bank of n FFs) that, once initialized to a certain (integer) value, are decremented by one
at either each clock-edge, each clock-cycle, or each multiple of the clock-cycle. In hardware, we
can obtain a very fine granularity of timers, with minimum times being as small as the clock’s
period (or even as half-period of the clock) – e.g., working at the frequency of 40 MHz (which
represents a low value for a frequency in FPGA-technology!), we already obtain a granularity
of 25 ns. The timer-accuracy does not represent a problem as it depends on the accuracy of the
clock generator – e.g., working with an economic quartz (< 0.10 $) we already have an accuracy
of ±50 ppm, which is much better than what is actually required in our applications and what
is obtained relying on operating systems’ interrupts in PCs. Timer-registers must be completed
with comparator-modules that give indication about their expiration. Comparators are simple
modules that produces a high-level on their 1-bit output when a certain relationship among its
n-bit inputs exists. In this regard, we recall that equality is much less expensive than majority or
minority conditions, and thus it represents the first design choice. For example, to implement
the logic function A = B, for A and B being 4-bit signals, we need 4 XORs and one NOR gates (5
gates in total). Differently, implementing the logic functions A < B and A > B requires a much
more complex circuitry made of 4 NANDs, 23 ANDs, and 4 NORs gates (31 gates in total – see for
example data-sheet [74]).
The calculation of reaction times represents a critical task that calls for multiplications and
divisions. These operations, besides being expensive in terms of logic utilization and computational
speed, lead to deal with high-dynamic values and signals. The challenge is multiplying low or
high concentration-values and then dividing intermediate results in order to obtain times from
propensities, without needing too many bits and without getting into significant truncation errors.
Although not the most efficient solution, we opt for the floating-point representation. In this
way, (i) we work with fixed sized variables and signals, e.g., for a single-precision floating-point
representation we have to bring signals via 32-wire busses and store variables in 32-bit registers (see
IEEE-754 Standard [75]), and (ii) we obtain a wide dynamic range and a good resolution of variables
during the time computation (e.g., in the single-precision floating-point representation, we can
represent numbers in the range ∼ ±2127 with a resolution of ∼ 2−23 the number represented [75]).
The timer computation for a reaction r of at most x th -order requires (x − 1) multiplications among
the reactant concentrations, another multiplication to account for the reaction coefficient, and a
division (reciprocal) to calculate the time from the propensity value. To resize the remaining times
of those reactions that are still pending for execution, we further need a division to scale the old
propensity value by the new one. Finally, we have to interface the integer concentrations and
times,8 and the floating-point intermediate signals of the time computation.
As we have also seen in part, most of the described operations can either be parallelized and
performed by many modules, to achieve fast computations at the expense of a high logic utilization,
or they can be performed in pipeline by exploiting one or few modules only. For example, the
calculation of the propensity can be performed (i) sequentially by one multiplier, (ii) in parallel by
using as many multipliers as the number of multiplications required, or (iii) by any intermediate
solution that represents a tradeoff between efficiency and logic density / routing requirement.
Other operations must be sequential and have to wait the worth of the latency of the upstream
8 The

realization of timers that work in floating-point representation would be a (pointless) effort.
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module providing them the inputs, e.g. the time-scaling must be subsequent to the remaining-time
conversion and the new-propensity calculation.
The computation of reaction-times represents the most costly operation: it can either be performed independently for each reaction, in order to benefit the speed, or be computed sequentially
by one “time-Calculator”-module (in pipeline), in order to benefit the logic utilization.

3

Chemistry-inspired controllers on Xilinx Spartan-6 XC6SLX9 FPGA

By following the pipelining approach, we have implemented CAs on a relatively small, lowcost device: the Xilinx Spartan-6 XC6SLX9 FPGA (see [76] for a general overview of its features)
mounted on the Avnet Spartan-6 LX9 MicroBoard [77]. Specifically, we comment on the schematics
of the three main parts (modules) that constitute the AC -platform: the main-module that manages
the clock and connects the AC-module to the external peripherals (Sect.3.1), the AC-module that
implements the AC (Sect.3.2), and the time-Calculator-module that serves to calculate the
inter-reaction times (Sect.3.3).
This section is meant to provide an in-depth treatment concerning the hardware platform we
developed. In order to make the explanation understandable, we have had to simplify and/or omit
some parts. Nonetheless, this section contains sufficient information such that system architects are
able to reproduce their own AC -platform in hardware. Our platform can be used to implement
“arbitrary” AC s without such a thorough knowledge. To this end, the first part of Sect.3.2 is
sufficient.
All presented schematics have been obtained/simplified relying on the output produced
through Xilinx-ISE RTL-schematic tool [78], which translates the VHDL code into a graphical
representation of what is synthesized in hardware. For the sake of clarity, although the implementation includes only logic primitives (e.g., logic gates, flip-flops, etc.), the figures shown in the next
sections additionally include macro-blocks (modules) that represent logical functionalities (e.g.,
coding/decoding, managing of RAM memories, etc.). These macro-blocks are indicated with a
square symbol whose apices are marked with triangles. Busses of wires are represented as double
lines and modules’ ports are identified by name and size.

3.1 main-module
The main-module serves to connect the AC-module to the external peripherals (e.g., serial output
via UART, input and output ports) and to manage the clock.
The external clock is synthesized through a device-primitive by Xilinx, named “clk-Synt”
in the schematic in Fig.9. This makes possible to select at run-time via an external switch (the
SW(3)-switch that drives the bufgmux-multiplexer) between two frequencies at which the AC
works (this directly affects the performance in terms of speed and power consumption).
Any external event on port EXT EVENT, such as a button being pressed or a specific triggering
signal, is passed to the AC-module. Module plot-out includes the logic to send two 16-bit integer
values via UART interface (which we use to send out and plot at run time on an external device
– e.g, PC’s monitor – a couple of selectable molecular concentrations). Note that the mentioned
frequency selection does not affect plot-out-module, which is designed to constantly send data
at a rate of 9600 bps.
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Figure 9: Schematic: main-module.
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3.2 AC-module
This module represents the principal part concerning the implementation of CAs in hardware.
For the sake of clarity, we do not show the clock-inputs of modules and present a simplified
schematic which consists of two reactions only. The schematic includes macro blocks whose
functionality will be explained without details of their implementation. Additionally, we do not
show in the schematic how concentration values are sent out to output ports DATAOUT1 and
DATAOUT2, and we remove the ports that are not necessary for the AC-module’s main functioning.
Note further that all operations are synchronous (at clock’s edge), and all multiplexing operations
are followed by a latch that makes the output stable, although not represented in the schematic.
The definition/configuration of the chemical model takes places through the configuration
of the memory c-RAM, which stores 16-bit values of all molecular concentrations, and memories
α-ROM and β-ROM, which store the stoichiometric reactant and product coefficients. In order to
save in logic utilization, we do not use the parallelized structure shown in Fig.6 and Fig.8. Rather,
we reduce the size of stoichiometric tables α-ROM and β-ROM, merging 2nd and 3rd dimension in
one. Thus, as represented in Fig.10, the stoichiometric memories have log2 (|S |+1)-bit width and
(|Ξ| · |R|)-location depth, where |S | is the maximum allowed number of molecular species
that can constitute a chemical model, |Ξ| (by abusing the notation) is the maximum number of
reactants and of products per each reaction, and |R| is the maximum number of reactions that can
define a chemical model. Molecular concentrations of chemical species are stored in the c-RAM as
16-bit integer values. Memory c-RAM has 16-bit width and (|S |+1)-location depth, where the first
16-bit location is reserved and set to “0. . . 01”, whereas the remaining |S | locations are initialized
to zero unless required otherwise. The stoichiometric memories are also initialized to zero so as to
point to the first (reserved) location of the c-RAM (i.e., with the address x0..000), unless required
otherwise according to the definition of the chemical model.
To illustrate how to define and configure an AC , we consider the simple chemical model
represented in Fig.10(a), which is composed by the species set S = {A, B, C}, and the reaction set
k

k

1
2
R = {r1 , r2 } with r1 : 2A + B −→
C and r2 : C −→
A + B, where k1 = 1 (mol2 ·s)−1 and k2 = 4 s−1 ,
and the initial concentration of species A is cA = 100 whereas species B and C are initially set
to 0 molecules. All locations of the c-RAM have to be set to zero, except for c-RAM(0), which
is reserved and set to x0001, and c-RAM(1), which contains the concentration value cA of the
A-species, i.e., x0064. Locations c-RAM(2) and c-RAM(3) are thought to contain the other two
species concentrations cB and cC , as depicted in Fig.10(b).9 Stoichiometric reactant coefficients
(αr1 ,A = 2, αr1 ,B = 1, αr1 ,C = 0, and αr2 ,A = 0, αr2 ,B = 0 and αr2 ,C = 1) are stored in the α-ROM that, by
assuming |S | = 255, contains x01, x01, x02, in the first three locations, and x03 in the (1·|Ξ|)-th
location, as depicted in Fig.10(c). Similarly, stoichiometric product coefficients (β r1 ,A = 0, β r1 ,B = 0,
β r1 ,C = 1, and β r2 ,A = 1, β r2 ,B = 1 and β r2 ,C = 0) are stored in the β-ROM that thus contains x03 in
the first location, x01 in the (1·|Ξ|)-th location, and x02 in the (1·|Ξ|+1)-th location, as depicted
in Fig.10(d).
Reaction coefficients are stored in the k-ROM. To reduce the complexity of time-Calculator
module, the k-ROM stores the |R| 32-bit single-precision floating-point values of the reciprocal of
the reaction coefficient of each reaction. Referring back to the example in Fig.10, the k-ROM has
the first location k-ROM(0) initialized to x3F800000, which represents the value 1/k1 = 1 in float

9 In this example, we have arbitrary decided to assign locations of the c-RAM in alphabetical order of species’ names.
Other schemes can be followed.
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Figure 10: Example of an AC configuration (configuration of memories). The AC whose model is depicted
in Fig.10(a) is implemented on an FPGA by configuration of the c-RAM (Fig.10(a)), which keeps also track
of the run-time state of the AC , and by configuration of stoichiometric reactant and product coefficients
stored respectively in α-ROM and β-ROM (Fig.10(c) and Fig.10(d)) and of reaction coefficients stored in k-ROM
(Fig.10(e)).

notation, and k-ROM(1) initialized to x3E800000, which represents the value 1/k2 = 0.25 in float
notation, as depicted in Fig.10(e).
Via the STROBE-port, an external event is signalled to the AC . There, the macro-block c-Updater
is responsible for updating the concentrations. This updating is performed whenever an external event occurs or a reaction fires. In the case of an external event, the concerned species is
(are) updated according to the value passed via the DATAIN-port. In the case of a firing reaction, the r-Decoder identifies the corresponding index ri . Based on that, the c-Updater decreases/increases by one (decreases in the case of a reactant species, or increases in the case of a
product species) those concentrations that are addressed by contents of stoichiometric memories’
locations in the range [i, i +|Ξ|). This update is sequential.10
10 For

each reaction ri , the addresses of the species to update are extracted from the locations of stoichiometric-ROMs
in the range [i, i +|Ξ|). Each address is used to read the concentration-value from the c-RAM, update it, and store again
it in the RAM. For details on the updating mechanism, refer back to Fig.5.
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Figure 11: Simplified schematic of the AC-module. Sizes of all busses and ports refer to the case |S |=256,
|R|=8, |Ξ|=8 (concentration values expressed as 16-bit integer values). We represent two reactions only.
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Once the c-Updater has updated all concentrations, it triggers the module time-Processor
through the output port rdy. The time-Processor-module contains a counter that goes through
all reactions, reads from the c-RAM and passes to the time-Calculator the values of reactants’
concentrations (those addressed by contents of the α-ROM only) and schedules the calculation of
the next-reaction-time, for all reactions. The next section will explain in detail the implementation
of the time-Calculator.
The calculations of the reaction times are performed by a single module. This means that these
calculations must be performed sequentially, making in this way the performances of the system
(the maximum speed at which the chemical system can operate and interact with external events)
dependent upon the maximum number of reactions. The use of as many time-Calculator as
the number |R| of reactions reduces the total computational time to the time required to calculate
one reaction only (and it simplifies the implementation too), at the cost of a higher logic utilization.
Via the startTimer-Decoder, the reactions’ timers r1-Timer and r2-Timer are triggered. These modules are mere down counters, which are set to the value calculated by the
time-Calculator (the 32-bit signal on the input expTime-port of timers represents the integer value of the next-reaction time) and decremented every clock (e.g., every 25 ns @ 40 MHz).
The expiration of the reaction timer is captured by a 32-bit equality-comparator whose output
– the normally-low level signal exeReact – rises to high level as soon as the timer reaches the
value “00...0”, and it remains constant for a clock duration. r-Timer-modules are activated by
one-clock-long high level on its strobe-port, which triggers the count-down.
The normally-high level signal reactDone remains high until a new reaction is scheduled.
Each bit bi of the corresponding reactDoneVect-signal gives information about the state of the
corresponding reaction ri : executed (i.e., high level) or still pending for execution (i.e., low level).
Similarly, the exeReactVect-signal consists of |R| bits. Each high level of a certain bit bi of this
signal triggers all that processes that constitute the execution of the corresponding reaction ri (i.e.,
concentration update and timer computation).
Although not represented in the schematic, r-Timer-modules are “frozen” once an event
occurs (i.e., r-Timer-modules’ clocks are suspended at the rising edge either of the extEventsignal or of any exeReact-signal, and enabled again at the rising edge of any strobe-signal).
This enables to correctly deal with almost concurrent events.
Finally, the r-State-decoder extracts, from the |R|-bit reactDoneVect-signal, the state
of each reaction. The a-Module stores the reciprocal values of propensities of all reactions as
32-bit (single-precision) floating-point values (the memory has therefore 32-bit width and (|R|)location depth), at each computation of reaction-times.11 The left-time-Decoder extracts
the integer value representing the remaining time of a selected reaction, and passes it to the
time-Calculator.

3.3 time-Calculator-module
The last principal module is the time-Calculator, which computes the propensity of a reaction
and produces on its output port timeOUT the 32-bit signal that represents the (integer) value of the
time at which the reaction should be executed. Again, for the sake of clarity, in the schematic in
Fig.12, we remove all ports and signals related to the clock of modules.
11 We

indicate a-Module as a module and not as a RAM because it contains also an input multiplexer, an output
multiplexer, and the inputs for enabling writing and reading operations. We remove these details from the scheme to
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Figure 12: Schematic: time-Calculator.
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We have taken advantage of the Xilinx floating-point operator IPC [71] to implement the
modules constituting the time-Calculator. As mentioned, we have adopted the standard
single-precision floating-point representation described in [71] (32 bits, with a 23-bit fraction and
8-bit exponent), which complies with the IEEE-754 Standard [75].
The inputs to this time-Calculator-module are (i) the 32-bit oldProp-signal that contains
the floating-point value of the reciprocal propensity stored at the last time-computation, (ii) the 32bit invReactCoeff-signal that represents the floating-point value of the reciprocal of the reaction
coefficient, (iii) the 16-bit concentrationIN-signal that contains the integer value of reactants’
concentration, (iv) the 32-bit timeLeft-signal that represents the integer value of the remaining
time since the triggering event has occurred until the planned reaction execution, (v) the 1-bit flag
opNd that triggers the whole time-Calculator, and finally (vi) the 1-bit flag reactDone that
indicates if the next-reaction-time must be completely recalculated (in the case of a just-executed
reaction) or instead, it must be rescaled based on oldProp- and timeLeft- signals (in the case of
a reaction still pending for execution).
Module time-Calculator performs all computations in floating-point. Thus, it requires
(i) an integer to float converter, named “int16Tof”, that transforms the 16-bit integer signal
from the concentrationIN-input into a 32-bit floating-point signal, (ii) another integer to float
converter, “intTof”, that transforms the 32-bit integer signal from the timeLeft-input into a
32-bit floating-point signal, and on the output side, (iii) a float to integer converter, “floatToInt”,
that transforms the 32-bit floating-point time signal into a 32-bit integer time signal.
The time-computation process starts with the multiplication of reactants’ concentrations. To
reduce the logic utilization (at the cost of a lower computational speed), we iteratively use one
floating-point multiplier module, “fMult1”, to perform this calculation. For this reason, the
schematic includes the Cnt-counter, which increments its output by one after the latency period required to (i) obtain the 16-bit concentrationIN-value once addressed through signal on
rdADDR-output, (ii) convert that 16-bit integer signal to a 32-bit floating-point signal, and (iii) multiply the last fMult1-module’s result by the converted version of the concentrationIN-input.
At the first iteration, when the time-Calculator is triggered on the opNd-port, the input of the
fMult1-module is fixed to one (see mux1-multiplexer).12 The value (constant) |Ξ| defines the
counting end.
Once the multiplication of all |Ξ| reactants’ concentrations has been performed, the new
reciprocal propensity is calculated through the floating-point divisor module fDiv1. This operation
accounts for the reaction coefficient, whose reciprocal value constitutes the dividend. The output
result of the fDiv1-module is passed via port newProp to the AC-module (where it is stored).
According to the reactDone-flag (which is high in the case of an executed reaction), the result
of module fDiv1 is either (i) used directly as the floating-point value representing the next-reactiontime, or (ii) rescaled according to the values of the old propensity and the remaining time. The
rescaling operation requires further (i) a floating-point divisor module fDiv2, which divides the
new-propensity’s reciprocal value (fDiv1-module’s result) by the old propensity reciprocal value
(oldProp), and (ii) a floating-point multiplier module fMul2, which scales this propensity ratio
(fDiv2-module’s result) by the value of the remaining time (timeLeft). Finally, the floating-point
value of the reaction-time, either calculated from scratch or rescaled based on previous values,
is converted to the 32-bit integer timeOUT-signal and passed to the AC-module illustrated in
make it beter readable.
12 This is done to avoid the first iteration of the fMult1-module to depend on its last (unknown) result.
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the previous section. Both calculation-from-scratch and rescaling operations lead to the same
computational latency as the final conversion is triggered by the rdy-signal from module fMul2.

4

Experimenting with Chemistry-inspired hardware controllers

The following experiments were performed by implementing the AC -platform on Xilinx Spartan-6
XC6SLX9 FPGA, mounted on Avnet Spartan-6 LX9 MicroBoard. The supported AC had up to
|S | = 256 -1 species and |R| = 8 reactions, each of them characterized by |Ξ| = 8 reactants and
products.

4.1

A hardware enzymatic controller for Internet traffic

We configured the AC according to the enzymatic model (see Fig.1) and realized a runtimeprogrammable plug-and-play module to control the rate of a certain class of traffic in a real-world
network.
Generally, the main bottlenecks for developing high-speed traffic management solutions are the
following: (i) The need for external memory bandwidth in order to buffer data packets. (ii) The need
for processing real-time complex scheduling algorithms in hardware. We left out the first aspect.
Rather, we exploited the FPGA-platform described in Sect.3 and configured it in order to realize
a traffic controller. The key challenges of designing such a controller, especially on a hardware
module, are (i) deciding the flows that require pacing, and (ii) determining the appropriate pacing
rate [8]. We did not cover the aspects of packet inspection and identification. Rather, we realized in
hardware a fast-processing controller able to implement concurrent actions and decisions. To this
end, we simply needed to configure the introduced hardware-platform for AC s, with the settings
related to the enzymatic rate controller introduced in Sect.1.
In this experiment, whose setup is outlined in Fig.13, we have used the enzymatic dynamics to
control the outgoing traffic of a standard computer (Linux, Kernel 3.8.6). Practically, the chemical
reaction network on the FPGA constitutes an external manager module that controls the service
process of the egress link queue or a certain class of traffic. The scheduling policy of such a queue
is non-work-conserving – the queue is not served as soon as possible. Rather, the reaction system
(implemented on the FPGA) triggers the service of the computer’s queue. Each time a packet, and
thus a certain amount of bytes, arrives at the egress queue, the packet is enqueued waiting to be
transmitted, and the reaction system on the FPGA is notified. As soon as a specific reaction (the
output reaction) of the chemical system fires, a fixed amount of bytes is allowed to be dequeued in
the Linux computer. When this amount is enough to cover the size of the packet at the head of the
queue, that packet is dequeued and transmitted (FIFO-policy).
In the system that we have implemented, the communication between computer and FPGA
exploits the parallel port, on the computer’s side, and one of the external connectors, on the LX9board’s side. To this end, we have extended and used the Parapin kernel module [79] in order to
use the PC’s parallel port as a generic digital I/O interface: (i) handling the interrupts of specific
parallel-port’s pins, and (ii) writing directly to the parallel port registers. Each state transition of a
specific pin of the parallel port generates an interrupt, which then activates the functionalities in the
kernel-space to account for the new amount of bytes authorized to be sent, and to possibly dequeue
and send the queue-head packet. Vice-versa, a state-change of a specific pin of the LX9-board’s
connector (which is induced by the state transition of the connected parallel port pin) triggers the
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Figure 13: Traffic-rate-controlling experiment: setup – The outgoing traffic of a standard computer was
controlled via an enzymatic rate controller implemented on FPGA. The communication between computer
and FPGA exploited the parallel port on the computer’s side (as a connector only, and not as a communication
standard), and one of the external connectors on the LX9-board’s side.
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Figure 14: FPGA-configuration for traffic rate controlling (configuration of the memories for an enzymatic
rate controller). The AC whose model is formalized in Fig.14(a) was configured on an FPGA through
reaction coefficients stored in k-ROM (Fig.14(b)), and stoichiometric reactant and product coefficients stored
respectively in α-ROM and β-ROM (Fig.14(d) and Fig.14(e)); it was initialized through the c-RAM (Fig.14(c)).

update of a concentration (input concentration) in the reaction system. As we let every 1 KByte
of enqueued traffic be notified and we had 100 ns as a minimum time between two consecutive
transitions, the maximum manageable load was 10 GBps.
We configured the enzymatic rate controller according to the AC presented in Sect.1 and
summarized in Fig.14. We had four species only, to be initialized as c0S = c0ES = c0P = 0, c0E = e0 .13
We decided to fix the rate limit to vmax = 0.5 GBps and to create an S-molecule for each KByte of
data, and dually to allow the transmission of 1 KByte for each produced P-molecule. Thus, we set
13 It does not really matter how we initialized species S and P, and how we distributed the mass

e0 among species E and
ES. The stable state depends on the e0 -value only (and reaction coefficients k1 and k2 ). It is important that c0E + c0ES = e0 .
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e0 = 25 Kmol. To this end, we set the third element of the c-RAM to x61A8, and left the other fields
equal to x0000, except for the first (reserved) field which is equal to x0001.14 According to (6), the
stoichiometric matrix is


−1 0
 −1 1 

Ξ=
 1 −1 .
0
1

Thus, by considering the reactions in the order we have presented in (5), we set the stoichiometric
reaction coefficients as α-ROM(0)= x01, α-ROM(1)= x02 and α-ROM(8)= x03, whereas the
stoichiometric product coefficients as β-ROM(0)= x03, β-ROM(8)= x02 and β-ROM(9)= x04.
The results shown in Fig.15 refer to a scenario where the UPD traffic was bursty (the traffic
was generated via “Iperf” tool, and the network setup was similar to that represented in Fig.13
too). In a first phase (in the first 10 s), the load (green-continuous line) was enough to exceed the
predefined threshold (red-dashed line). In this phase, we can recognize the effect of the control
mechanism of the enzymatic rate controller that guaranteed the egress rate (blue-continuous line)
to respect the threshold. In a second phase (∼ 14-21 s), the load was still bursty but this time, it
was on average lower than the predefined rate limit. In this case, the enzymatic rate controller
allowed the output rate to follow on average the load and at the same time it filtered out all fast
transitions that characterized the load, contributing in this way to have a more “stable” output.
We were able to configure the behavior of the controller post deployment. We modified the rate
limit to different values by changing the e0 value loaded in the third location of the c-RAM, e.g.,
xC350 instead of x61A8 to fix the maximum rate to 1 GBps. We changed also the filtering effect of
the traffic controller by modifying the coefficient k2 and accordingly e0 amount as vmax /k2 . Fig.16
shows two output trajectories vout (t) experienced in the latter experiment, when we halved the
coefficient k2 (set the second location of k-ROM to 0x3DCCCCCD), and accordingly doubled e0 in
order to maintain the rate limit to 0.5 GBps by setting the third location of the c-RAM to x61A8.
The same experiment could be repeated also by implementing a configurable chemical reaction
network as a Linux-kernel module that controls the service process of the egress queue, see
[2]. The advantage of performing all mechanisms and computations for running the AC on an
FPGA is remarkable. For the experiments presented in [2], we used a manager Linux-kernel
module that controls the service process of the egress link queue or a certain class of traffic. In
this way, the computational effort due to implementing the AC falls on kernel itself. This has
two disadvantages: (i) With high reaction rates (e.g., already working with an enzymatic rate
controller with 200 MBps as a limit and concentration update every received KByte, in an Intel(R)
Core(TM)2 CPU 6600@2.40GHz, 1024MByte 667MHz DDR2 RAM), the computer suffers from
the computational cost derived from running the AC . That is, CPU-resources move away from
application processing, and the traffic controller itself risks to represent a performance bottleneck.
Differently, the implementation of an AC on FPGA completely frees the kernel from chemistryrelated computations. The AC -based controller is able to process events much faster thanks to the
computational parallelism and to the high clock rate at which AC -related operations are performed;
in the discussed experiment, the controller worked properly with rates > 200 MBps. (ii) The other
disadvantage is that such a computational effort varies according to the complexity of the reaction
network, i.e., the number of species and of reactions, and their order. In our experiment, we still
had that the performance depended on the complexity of the reaction network. As we mentioned,
14 We

arbitrary decided to assign the c-RAM-locations according to the species’ order we used in the definition (5).
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Figure 15: Experimental results: Controlling UDP-traffic with the hardware enzymatic-controller formalized
in Fig.14. vmax represents the limit we predefined by means of parameter e0 = 25 Kmol, k1 = 1 (mol·s)−1 ,
k2 = 20 s−1 (1 KByte was mapped to 1 molecule and vice-versa), λ is the load presented at the network layer,
vout is the actual traffic that the enzymatic reaction allowed, and vth
out is the theoretical trajectory derived
from analysis in [66].
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Figure 16: Experimental results: Programmable filtering behavior on the input UDP traffic. vout is the
actual Enzymatic-controlled traffic for two cases: k2 = 10 s−1 and k2 = 20 s−1 . vmax represents the limit we
predefined by means of parameter e0 = 500/k2 Kmol, (1 KByte is mapped to 1 molecule and vice-versa), λ is
the load presented at the network layer.
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this was due to the way we had to implement the platform on the small Xilinx Spartan-6 XC6SLX9
FPGA. To fully decouple the reaction model complexity from the computational cost, we need the
parallel computation of reaction times (which represents the most time consuming process). We
discuss in Sect.5.1 what kind of device enables such an implementation. Before doing that, we
report on further experiments in the context of distributed computation – how to easily configure
multiple FPGAs such that they perform in parallel a distributed task.

4.2

Distributed computation with multiple FPGAs

In this section, we report on a system where multiple reaction networks (AC s), which are implemented on different hardware devices, interact such that they constitute a unique reaction network
(DAC ). We show that the AC -platform makes it simple to configure FPGAs so that they compute
distributively, and in parallel, a specific task (i.e., distributed computation of the average-function).
The experiment we performed shows also that, even having available small-sized FPGAs only, it is
possible to implement arbitrary reaction models by interconnecting multiple FPGAs.
We experimented with a network of |V | = 3 nodes, connected according to a complete topology,
where each node νi communicates with both its neighbors νj ∈ Ni .15 Each node νi was an Avnet
Spartan-6 LX9 MicroBoard, which was configured according to the chemical consensus model
described in [3, 4] – formalized in Fig.17. The experiment setup is outlined in Fig.18.
For the sake of clarity, in the definition in Fig.17(a) of reactions r B,j and r X,j , we have neglected the
term concerning product-molecules in neighbors νι of node νj that are not node νi (νι ∈ N j |νι 6= νi
with νj ∈ Ni ). We recall that input reactions r B,j and r X,j are executed at the neighbor node νj and
produce molecules Si and Xi in the node νi (as well as in other neighbors νι ).
Communications occurred via wires, and nodes exchanged virtual molecules via their I/O
ports. Specifically each time reaction r B,i fired at node νi , an output pin of the LX9-board was kept
at high level for a clock cycle (25 ns @ 40 MHz), and that level was carried via wire to the input
pin of its neighboring LX9-boards νj ∈ Ni . The 25ns-long high level on the configured input port
induced the immediate creation of an S j -molecule in the neighbor. Dually, the firing of reaction r B,j
in one of the neighbors νj ∈ Ni induced the creation of an Si -molecule in the node νi . The same
mechanism was used in relation to the r X -reactions and the Y-species, by making use of different
I/O pins.
In order to configure the FPGA with the AC defined in Fig.17(a), we configure the platform
according to settings in Fig.17(b-e). Each node νi was forced to measure a local quantity zi at a
specific time, i.e., each time the local quantity zi changed by a δz,i -amount, δz,i virtual molecules of
species S were injected or removed, accordingly. The experiment’s target was seeing nodes that
distributively calculate the average of these quantities:
zavg (t) =

|V |

1
z i ( t ).
|V | i∑
=1

(7)

Fig.19 shows the results for the described experimental setup: continuous colored lines are the
(run-time) states of nodes whereas the red-dashed line is the arithmetic mean (ideal value zavg ,
a-posterieri calculated according to (7)). All nodes converged to the arithmetic mean of the local
quantities.
15 In

this paper we use the symbolism and terminology used in [4].
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Figure 17: FPGA-configuration (configuration of memories) for distributed average computation. The AC
whose model is formalized in Fig.17(a) was configured on an FPGA through reaction coefficients stored in
k-ROM (Fig.17(b)), and stoichiometric reactant and product coefficients stored respectively in α-ROM and
β-ROM (Fig.17(d) and Fig.10(e)); it was initialized through the c-RAM (Fig.17(c)).

The convergence time is independent of the technology used to implement the AC . Rather, the
convergence time depends on how the virtual time, which characterizes the chemical dynamical
system, is mapped to the physical time at which events occur actually. However, the implementation
in hardware enables a much wider range for such a mapping – by accepting a higher number of
transmissions, we can reduce the convergence time by orders of magnitude. Of course, keeping the
design parameters fixed, the convergence time is determined by the algebraic connectivity of the
network graph (refer to [4] for the explanations).
By comparing the result shown previously in [4] with that here reported, we observe a great
improvement of the accuracy of the average-values estimated by nodes. The difference between
the outcome of these two real-world experiments is due to how communications among network
nodes take place. The wired setup, here explained, enables much stable, error-free communications
than that experienced in the wireless testbed in [4].
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Figure 18: Distributed-computation experiment: setup – A network of |V | = 3 nodes, connected according
to a complete topology, where each node was an Avnet Spartan-6 LX9 MicroBoard, which was configured
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Figure 19: Experimental results: Each node (FPGA-board) of a complete 3-node network was configured
according to the AC formalized in Fig.17 – the chemical consensus model. Continuous lines represent the
nodes’ state whereas the red-dashed line represents the (ideal) arithmetic mean.

5

Further insights on Chemistry-inspired hardware controllers

In this final section, we first discuss the features of the realized platform in terms of logic utilization
and computational speed, and we indicate how to improve the speed by using bigger (on-themarket) devices. Then, we comment on the aspects that this paper has not covered or that can be
improved, and we indicate how future works should cover these aspects. Finally, we comment on
the impact that the Chemistry-inspired approach can have as a high-level abstraction to synthesize
hardware controllers.

5.1

Which logic device fits our need?

The AC -platform has been implemented on Xilinx Spartan-6 XC6SLX9 FPGA. The used FPGA is
the second smallest device of Spartan-6 family. With the current implementation, we get around
70% utilization of slice LUTs (most critical feature we had to take into account for syntheses,
mapping and routing). As suggested by Xilinx, mapping and routing process succeed only when
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the utilized logic is less than ∼ 75% of what available. Even with this small FPGA, we were able to
setup a chemical model made of up to |S | = 256 -1 species and |R| = 8 reactions, each of them
characterized by |Ξ| = 8 reactants and products.
We have used the 40 MHz-clock produced by CDCE913 chip on LX9 MicroBoard, and made
two working frequencies available: 40 MHz and 80 MHz, although higher frequencies could be
used (directly 160 MHz and, by optimizing circuitry choices in this respect, up to 320 MHz). With
the current implementation, which overlooks the computational efficiency to benefit the logic
utilization, these two working frequencies allow us to correctly process external events (e.g. packet
reception) as fast as ∼ 10 µs and ∼ 5 µs, respectively. At these speeds, the system is still able to
process correctly two sporadic events that differ in time of less than 50 ns, with the constraint that
events must last at least ∼ 5 ns.
Computational performances can drastically be improved by parallelizing the computation:
The ability to process events as fast as tens of nanoseconds can be obtained by associating a
time-Calculator-module to each reaction and further parallelizing the multiplication process
among reactants’ concentrations. This would be at the cost of a higher logic utilization: An AC platform, which has similar capabilities to that we implemented on XC6SLX9 FPGA in terms of
maximum number of species (255), reactions (8), reactants (8), and products (8), would require
around four times the logic utilization we currently require. Although not fitting in a XC6SLX9
FPGA, such a high-performance AC -platform can lay in a device such as the Spartan-6 XC6SLX45
FPGA. Further, an AC that counts 32 reactions each with 32 reactants and products (a complete AC
that satisfies requirements and needs for any known application in the field of Chemistry-inspired
algorithms) can be placed in already-available devices such as the Spartan-6 XC6SLX150 FPGA (on
the market since a few years).

5.2

Possible improvements and future works

The configurable platform we have introduced offers already an advanced tool to easily build
control mechanisms in hardware. However, as we have argued, the realized system cannot fully
exploit the computational parallelism. A straightforward step is parallelizing the calculation of
reaction times, and actually quantify the gained improvements. This requires the mere application
of guidelines we have given in Sect.2, simplifying the schemes illustrated in Sect.3, and finally
implementing the whole system in a bigger FPGA-device (e.g., XC6SLX45, XC6SLX150).
We believe we can enhance the platform (e.g., reduce the logic utilization) by avoiding working
with the floating-point representation. The implementation may rely on fixed-point representation
and integer arithmetic only. To this end, the time-related computations must carefully be mapped
into a limited dynamic range, and scaled through each function in the path, by paying attention to
the rounding and saturation steps.
To the best of our knowledge, this is the first framework that enables AC s to be run on hardware.
We enable virtual molecules to interact according to chemical-like kinetics. However, our platform
does not support random dynamics – the scheduling of the reactions can be deterministic only.
Future versions may include the possibility to enforce random trajectories by means of exponentially
distributed reaction-intervals, as required to simulate actual chemical systems, or may include
other distributions, such as the Gaussian one, to control the level of randomness characterizing the
system’s dynamics (as described in [66]). Probably, the effort required is not that much as there
exists a research branch that studies methods and proposes solutions to generate random variables
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on FPGAs (e.g.,[80, 81]). But of course, the cost of including stochasticity is a higher logic utilization
(e.g., ∼ 5 to 10 % of the utilization of a device such as the Xilinx XC6SLX9 FPGA).

5.3

Chemistry-inspired high-level abstraction for the design of hardware controllers

Although there are vendors that advertise C to VHDL compilers, we actually cannot compile
to hardware any equation-based control-mechanism written in a general-purpose programming
language. This would raise the level of abstraction and, as a result, we would get a design that
is bulky and slow anyway. The reason is the considerable engineering effort that is necessary to
convert the software into something that will run at a reasonable speed in FPGA-technology. In
fact, VHDL-based logic synthesis is an efficient method for designing complex hardware, which
does not suit well the purpose of describing regular structures like finite-state machines [82]. On
the contrary, the design approach should match closer the hardware features.
The AC -platform can be seen as a facility for generating VHDL-synthesizable code thus for
synthesizing a gate-level description for FPGA-technology. Designers are able to build hardware
controllers that are based on more or less complex equations, by keeping under control the possible
intricate web of dependencies that arises. The AC -paradigm represents a high-level design approach that (i) reduces the design time, (ii) includes a graphical as well as a rule-based description,
(iii) facilitates describing any sort of proportional, derivative, linear and non-linear functionalities,
and (iv) enables importing directly principles, laws, and models from the surrounding nature. The
latter point makes the analyzability and the predictability improved too: a quick validation of
the controller can be performed empirically by simulating the chemical model on simulators, and
formally by means of the analytical tools borrowed from Chemistry.
There exist tools that exploits a high-level abstraction to describe a system by means of a modelbased description rather than a complex, low-level VHDL or Verilog description (see for example
the system generator born from the collaboration of Xilinx Inc. and Mathworks Inc.). Model-based
approaches for hardware design require a translation step to convert complex functionalities into a
HDL-representation. The obvious challenges and issues concern length, quality, and readability of
the generated code. Furthermore, these tools provide solutions to specific tasks and cannot (easily)
be adapted to realize arbitrary control systems [83], much less once the controller has already
deployed. With our approach, any distributed or centralized controller is realized by means of
simple rules (reactions) to update registers (species) according to analyzable dynamics (dictated
by the mass-action principle). In this way, the user is able to implement hardware controllers
by configuring a few memories (which can be done at runtime), without the need for an actual
translation of algebraic functions into logic gates and their interconnections (that are instead
programmed semi-permanently as part of the assembly process).

6

Conclusion

In this paper, we have proposed a novel approach to design hardware controllers that enable
a high programmability of dynamics-related tasks in communication and networking systems.
The programmability by the user is preserved both pre- and post-deployment. At the same time,
thanks to the underlying chemical metaphor, the proposed design abstraction includes theorybased tools, intuitive building patterns based on simple laws and principles, and the direct use of
(chemical) models with self-regulatory and stable behaviors. Designers can let hardware perform
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any complex equation-based mechanism. They can shape the behavior of hardware controllers
by simply drawing interaction graphs (chemical reaction networks), i.e., the control mechanism
is defined by modifying the configuration of a few memories. The proposed approach combines
the inherent computing parallelism of Chemistry-inspired systems with the inherent processing
parallelism of hardware technology. Without resorting to any sort of software-based approach,
the proposed framework for designing control systems guarantees analyzability, predictability,
and controllability of dependent conditions/actions of control loops, race conditions, and other
difficulties that are commonly believed to affect hardware description languages.
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